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Mo6va6on	  

•  Re-‐thinking	  fundamentals	  of	  whole	  area	  
– Special	  issue	  Shoham	  2007	  
– AI	  Magazine	  	  

•  A	  unified	  formal	  framework	  
•  BeSer	  understanding/theore6cal	  underpinnings	  



What	  is	  mul6-‐agent	  learning	  
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What	  is	  mul6-‐agent	  learning	  

Stone	  and	  Tuyls:	  
	  
	  
The	  study	  of	  mul.agent	  systems	  in	  which	  one	  
or	  more	  of	  the	  autonomous	  en..es	  improves	  

automa.cally	  through	  experience	  	  
	  



Several	  Mul6-‐Agent	  Learning	  Paradigms	  

•  RL	  towards	  individual	  u6lity	  	  
•  RL	  towards	  social	  welfare	  	  
•  Co-‐evolu6onary	  learning	  	  
•  Swarm	  Intelligence	  	  
•  Adap6ve	  mechanism	  designs	  

•  Tools	  
– EGT	  
–  (Opponent	  Modelling)	  



General	  Setup	  



General	  Setup:	  The	  environment	  

Specifies	  the	  state	  space,	  ac.on	  space,	  and	  transi.on	  func.on.	  	  
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Figure 1.1: A depiction of the general multiagent learning scenario. This
figure will be refined in a series of specifications of concrete examples of
multiagent learning scenarios.

are most e↵ective. The main commonality in all of these above scenarios,
and indeed the prerequisite for learning in the first place (as pointed out by
Shoham and Leyton-Brown), is that there is a temporal nature to the sce-
nario that exhibits regularity across time. Thus past experience is somehow
predictive of future expectations.

In this book, we consider the full spectrum of such scenarios, in which
multiagent learning is possible. As illustrated in Figure 1.1, we think of
a multiagent learning scenario as consisting of four distinct components:
the environment, the agents, the interaction mechanism, and the learning
mechanism itself.

First, the environment, or domain, specifies the state space, action space,
and transition function. The state space specifies the set of states that an
individual agent can be in at any given time. The action space is the set of



General	  Setup:	  The	  agents	  

•  Communica6on	  channels	  	  
•  U6lity	  func6ons	  indica6ng	  their	  preferences	  	  
•  Policies	  for	  selec6ng	  ac6ons	  2 CHAPTER 1. INTRODUCTION
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General	  Setup:	  The	  Interac6on	  
Mechanism	  

The	  interac.on	  mechanism	  defines:	  	  
•  Length	  of	  interac6on	  	  
•  with	  whom	  
•  what	  they	  observe	  about	  other	  agents	  	  
•  Frequency	  as	  well	  as	  simultaneous	  or	  sequen6ally	  
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General	  Setup:	  The	  Learning	  
Mechanism	  

the	  learning	  mechanism	  is	  defined	  by:	  
•  the	  learning	  en6ty:	  individual	  or	  group	  level	  
•  learning	  target:	  what	  is	  being	  learnt	  
•  the	  learning	  experien6al	  data	  
•  the	  learning	  update	  
•  the	  objec6ve	  of	  learning	  
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SEVERAL	  REALIZATIONS	  



Online	  RL	  towards	  individual	  u6lity	  	  



Online	  RL	  towards	  social	  welfare	  	  



Co-‐evolu6onary	  approaches	  	  



Swarm	  Intelligence	  	  



Adap6ve	  mechanism	  design	  	  



•  Evolu6onary	  Game	  Theory	  (EGT),	  1	  
§  Applica6on	  of	  game	  theory	  to	  evolving	  popula6ons	  
of	  lifeforms	  in	  biology	  (1973,	  Smith	  &	  Price)	  

§  EGT	  differs	  from	  classical	  GT	  by	  focusing	  more	  	  
on	  the	  dynamics	  of	  strategy	  change	  (quality,	  frequency)	  

§  Common	  approach:	  replicator	  equa.ons,	  describing	  
growth	  rate	  of	  the	  propor6on	  of	  organisms	  using	  a	  certain	  
strategy	  

Tools:	  EGT	  

payoff	  matrix	   popula.on	  state	  

payoff	  for	  strategy	  	  i	   average	  payoff	  

density	  of	  	  i	  



•  Evolu6onary	  Game	  Theory	  (EGT),	  2	  
§  Extension	  to	  two-‐player	  game	  situa6ons,	  coupled	  
replicator	  equa6ons:	  	  

§  Example:	  Prisoner’s	  dilemma	  
	  

Tools:	  EGT	  

Cooperate	  (deny)	  

Defect	  (confess)	  

C	   C	  D	   D	  

D	  

C	  

„(extended)	  
	  	  replicator	  
	  	  dynamics“	  

A	  is	  row	  player	  
B	  is	  column	  player	  



Tools:	  EGT	  

•  We	  showed	  that	  there	  are	  strong	  formal	  links	  
between	  EGT	  and	  mul6agent	  RL	  [e.g.,	  AAMAS09/10/12/14,	  
IAT08,	  ECML,	  AAAI’14,	  etc.]	  
§  Learning	  dynamics	  corresponds	  to	  replicator	  dynamics	  
§  The	  concept	  of	  evolu6onary	  stable	  strategies	  (ESS)	  can	  
be	  transferred	  to	  mul6agent	  RL	  (ð	  Nash	  equilibria)	  

§ Mul6agent	  RL	  methods	  and	  evolu6onary	  models:	  



Tools:	  EGT	  
o FAQ and Prisoner‘s Dilemma

x1	  =	  prob	  that	  prisoner	  1	  
cooperates	  
y1	  =	  prob	  that	  prisoner	  2	  
cooperates	  



Tools:	  EGT	  
2. EXPERIMENTS AND RESULTS
This section provides a validation of the proposed LFAQ algo-

rithm, as well as an empirical comparison to non-lenient FAQ. A
more elaborate evaluation of the performance of lenient vs. non-
lenient learning algorithms can be found in [1].
Figure 1 presents an overview of the behavior of Lenient Q-

learning and Lenient FAQ-learning in the Stag Hunt. The action-
selection probability of both players’ first action is plotted. The
figure shows different initialization settings for the Q-values: pes-
simistic (left), neutral (center) and optimistic (right). The arrows
represent the directional field plot of the lenient evolutionary
model; the lines follow learning traces of the algorithm. These re-
sults show that the behavior of LQ deviates considerably from the
evolutionary model, and depends on the initialization. LFAQ on the
other hand is robust to different initialization values, and follows
the evolutionary model precisely.
Lenient Q-learning
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Figure 1: Validating LFAQ-learning.

Figure 2 shows the policy trajectories of FAQ, LFAQ, and a com-
bination of both in Battle of the Sexes and the Stag Hunt. In BoS,
LFAQ provides a clear advantage against non-lenient FAQ, indi-
cated by a larger basin of attraction for its preferred equilibrium
at (0, 0). In SH, LFAQ outperforms FAQ also in self-play, with a
larger basin of attraction for the global optimum at (1, 1).
Finally, Figure 3 shows the average reward over time for FAQ

(solid), LFAQ (dotted), FAQ mixed (dashed), and LFAQ mixed
(dash-dot). Again, LFAQ has the advantage by achieving either a
higher or similar average reward than FAQ.

3. CONCLUSION
The proposed LFAQ algorithm combines insights from FAQ [3]

and LQ [4] and inherits the theoretical advantages of both. Empiri-
cal comparisons confirm that the LFAQ algorithm is consistent with
the evolutionary model derived by [4], whereas the LQ algorithm
may deviate considerably. Furthermore, the behavior of LFAQ is
independent of the initialization of the Q-values. In general, LFAQ
performs at least as well as non-lenient learning in coordination
games. As such, leniency is the preferable and safe choice in coop-
erative multi-agent learning.

4. REFERENCES
[1] D. Bloembergen, M. Kaisers, and K. Tuyls. A comparative

study of multi-agent reinforcement learning dynamics. In
Proc. of 22nd Belgium- Netherlands Conf. on Artif. Intel.,
2010.
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Figure 2: Comparing lenient and non-lenient FAQ.
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Tools:	  EGT	  
Switching	  dynamics	  -‐Piecewise	  RD	  

2 State PD Common Interest Game

State 1 State 2 State 1 State 2

Rewards
C D

C 0.3, 0.3 0, 1
D 1, 0 0.2, 0.2

C D
C 0.4, 0.4 0, 1
D 1, 0 0.1, 0.1

b1 b2
a1 0.5 0.6
a2 0.6 0.7

b1 b2
a1 0 1
a2 0.5 0

Transitions

(C,C)→(0.9,0.1)
(C,D)→(0.1,0.9)
(D,C)→(0.1,0.9)
(D,D)→(0.9,0.1)

(C,C)→(0.1,0.9)
(C,D)→(0.9,0.1)
(D,C)→(0.9,0.1)
(D,D)→(0.1,0.9)

(a1,b1)→(0.1,0.9)
(a1,b2)→(0.1,0.9)
(a2,b1)→(0.1,0.9)
(a2,b2)→(0.9,0.1)

(a1,b1)→(0.1,0.9)
(a1,b2)→(0.1,0.9)
(a2,b1)→(0.1,0.9)
(a2,b2)→(0.9,0.1)

(a) (b)
Table 1: Two example Markov games with 2 states and 2 agents with 2 actions in each state. Rewards for
joint actions in each state are given in the first row as matrix games. The second row specifies the transition
probabilities to both states under each joint action. (a) Conflicting interest game in which the immediate
rewards in both states have the same structure as the Prisoner’s Dillemma game. (b) Common Interest
Markov game in which both agents receive identical immediate rewards.

itatively. We do this by looking for points where equilibria
disappear or new equilibria appear. It is important to note
that we focus on qualitative changes of the dynamic system.
Within each region quantative changes of the dynamic can
still occur as the payoffs in the game change, but the same
attractor points remain present. When the action proba-
bilities cross a cell boundary, however, they will cause a
radical change in the dynamic in the corresponding state.
Inside each cell we assume that the probabilities for that
state evolve according to a fixed replicator dynamic.

This method can then be used to analyze the full dynamics
as follows. When we initialize the learning algorithm with
action probabilities, these probabilities define an average re-
ward state game and corresponding replicator dynamic for
each state. We then assume that the system follows this
dynamic, until the action probabilities cross one of the cell
boundaries. When this happens the attractors in the cor-
responding state change and we get new equilibria in the
state game with a new replicator dynamic. This dynamic
then drives the dynamics in that state until another bound-
ary is crossed. In this way we can follow the trajectory in
all states through multiple cells and dynamics until an equi-
librium is reached. In the next section we demonstrate this
approach on 2 example Markov games.

4. EXPERIMENTS
We first demonstrate our approach on the example 2 state

Markov game in Table 1(a). This problem is a 2 agents, 2
state system. In each state the agents play a Prisoner’s
Dilemma type game. When the agents both play the same
action (i.e joint action (D,D) or (C,C) ) the system has a 0.9
probability of staying in the same state and a 0.1 probability
of moving to the other state. When the agents play different
actions (i.e. joint actions (C,D) or (D,C) ) these probabilities
are reversed.

As the rewards in each state have the same structure as the
PD repeated game of the previous section, one might assume
that the agents will converge to the equilibrium point (D,D)
in both states. The only pure equilibria in the multi-state
example, however, are the points where one agent plays de-
fect(D) in state 1 and cooperate(C) in state 2, and the other
agent does exactly the opposite. This means that instead of
mutual defection, the agents converge to a situation, where
an agent is exploited in one state, but exploits the other
agent in the other state. This is an important change from
the stateless game. Table 2 gives an average reward game
obtained for state 1 of the 2 state PD game, when agent 1
and agent 2 have a fixed probability of 0.7 and 0.2 respec-

C D
C 0.28, 0.35 0.08, 0.78
D 0.48, 0.39 0.19, 0.26

Table 2: Average reward game for state 1 of the
2 state PD, when the agents 1 and 2 play action
cooperate in state 2 with probabilities 0.7 and 0.2,
respectively.

tively, to play action cooperate in state 2. The corresponding
direction field is shown in 3(d).

In Figure 2 we show how the average reward games for
both states change as a function of the current action prob-
abilities. Since we have only 2 states, the average reward
game in state 1 is completely determined by the strategies
in state 2, and vice versa. Figures 2 (a) and (b) show the
cells corresponding to different equilibria for state 1 and 2,
respectively. For both states we get 4 possible regions that
correspond to different dynamics. Figures 3 (a)-(d) give
direction fields for state 1 for each of the 4 regions in state
2. In Figure 3 (a) we see the direction field for state 1 when
action probabilities in state 2 are in region I . The result
is a single equilibrium at joint action (C,D). Figures 3 (c)
and (d) give the dynamics corresponding to regions III and
IV . Both regions result in a single equilibrium at joint ac-
tions (D,D) and (D,C), respectively. Figure 3 (b) shows the
dynamics for region II , where we have 2 pure equilibria at
(D,C) and (C,D) and an additional mixed equilibrium.

The first experiment demonstrates that the average re-
ward state games indeed approximates the dynamics of the
multi-state learning problem. Figure 3(d) shows the di-
rection field obtained by applying the replicator dynamic
to the game in Table 2. Figure 4 plots sample paths of
the action probabilities in state 1, corresponding to the sit-
uation in this game. These sample paths were obtained by
running the automata algorithm from Section 2.2 on the ex-
ample 2 state PD Markov Game. During these experiments
the agents only updated their action probabilities in state
1. The action probabilities in state 2 were kept fixed. It is
clear from the plot that the resulting paths closely mimic
the dynamic predicted by the direction fields of 4(a).

In the next experiment we allow the agents to update
all action probabilities in all states. This means that ac-
tion probabilities in state 1 and 2 change in parallel. The
boundaries in the plots mark where an update will cause a
change in the dynamics for the other state. Figure 5 (a)
shows that the action probabilities in state 1 stay in region
I the entire run. This means that the equilibria in state 2
will not switch and the dynamic drives the probabilities to
the equilibrium point (C,D). As the probabilities come closer
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Tools:	  EGT	  
Switching	  dynamics	  -‐Piecewise	  RD	  
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Tools:	  EGT	  
Switching	  dynamics	  –	  State-‐coupled	  RD	  



Tools:	  EGT	  
•  Other	  paradigms?	  

•  Swarm	  Intelligence:	  Haitham	  Bou-‐Ammar,	  Karl	  Tuyls,	  
Michael	  Kaisers:	  Evolu6onary	  Dynamics	  of	  Ant	  Colony	  
Op6miza6on.	  MATES	  2012:	  40-‐52	  

•  Co-‐evolu6on:	  Liviu	  Panait,	  Karl	  Tuyls,	  Sean	  Luke:	  Theore6cal	  
Advantages	  of	  Lenient	  Learners:	  An	  Evolu6onary	  Game	  Theore6c	  
Perspec6ve.	  Journal	  of	  Machine	  Learning	  Research	  9:	  423-‐457	  
(2008)	  



Discussion/Conclusion	  

•  Two	  messages:	  
– Understanding	  several	  MAL	  paradigms	  within	  1	  
framework	  

– EGT	  as	  a	  tool	  to	  capture	  MAL	  dynamics	  


