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Abstract

This paper studies bandits connected through a graph structure, where each bandit
can observe the actions of its neighbors, but not the outcomes. Assuming that all
bandits have the same reward structure, a policy is proposed to take advantage of
the extra information obtained by each bandit. The theoretical properties and the
empirical performance on standard graph types are studied.

1 Introduction

Bandit problems are a simple yet effective way to model decision making under uncertainty, where
exploration is required in order to find information about how the environment functions. Models
with a single bandit have been studied extensively [1]. However, despite having multiple appli-
cations such as advertising in a social network, or modelling influence of certain people in social
groups, very little work has been done on models with multiple bandits. In this paper, we propose
a formulation for a problem in which identical bandits are connected in a network and can observe
each others’ actions. In order to make the analysis both simple and realistic, we assume that the ban-
dits can observe each others’ actions, but not the associated payoffs. This is a realistic assumption
for situations in which individuals in a fairly homogeneous population interact with each other, and
imitate each others’ choices. We propose two algorithms for learning in such a network (the second
of which can be proven convergent). We then compare the performance of the two algorithms on
various simple graph structures, such as cycles, chains, and complete graphs. Finally, we examine
the performance of the second algorithm on bigger and more complex graph structures, such as the
small-world and scale-free graphs of 100 nodes.

2 Bandits in a network

Let the graph G(V,E) and the shared action space A be given. Each element b ∈ V represents
a bandit, and each element i ∈ A represents an action, with an associated expected reward. On a
play n, every bandit simultaneously selects an action, and obtains a reward rb,n, generated using
the distribution associated to the chosen action. We denote by b(n) the action bandit b selected on
play n. Each bandit will make K selections in this manner. Every action i has an expected reward
v∗i , which the bandits do not know. After having taken its action, a bandit can observe the actions
taken by its neighbors in the graph, but not their rewards. Let i∗ denote the optimal action and v∗i∗
its expected reward. A bandit’s regret on play n after having selected an action i, denoted by ρb,n, is
defined by v∗i∗ −v∗b(n). Each bandit seeks to minimize its cumulative regret after K selections, given
by ρb = ΣK

n=1ρb,n. To do so, each bandit b will keep track of the average reward and the number
of times it selected each action i on play n, denoted by vb,i,n and kb,i,n,respectively. The average
reward is stored in the vector vb,n. The probability of selecting an action on play n, denoted by
p∗b,i,n, is stored in the vector p∗b,n.
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3 Algorithms

We now propose two algorithms that seek to utilize the extra information that the bandits obtain by
observing their neighbors to improve their policy and reduce their regret.

The first, heuristic, algorithm extends Boltzmann exploration to the network bandit problem and is
used. Each bandit keeps track of its neighbors’ most recent m actions. These actions are stored in
a list called RAL (short for recent action list). At each play, a bandit chooses to either act indepen-
dently and select an action using Boltzmann exploration (with probability 1 − α ∈ (0, 1)) or to
select the most frequent action from the RAL, with probability α.

The second algorithm improves how the bandits copy. Once again, each play, a bandit chooses to
act independently (with probability 1 − α) or to rely on the information obtained by observing its
neighbors (with probability α). The initialization and independent action choices are performed as
before. However, copying is improved. First, instead of using a fixed-length queue to store the most
recent actions of its neighbors, this algorithm assigns a number fb,i,n to each action i based on
the previous selections of the bandit’s neighbors. We call this number the action preference and it is
stored in a preference vector fb,n. A higher action preference means a higher chance of selecting the
action when copying. Since the first |A| plays are spent selecting each action once, the preference
vector is calculated the following way:

fb,|A|+1 = 0|A|
fb,n+1 = λ ∗ fb,n + g ∗ Σb∗∈Neighbors(b)δ|A|(b

∗(n))

where 0|A| is the |A| dimensional 0-vector and δ|A|(i) is the |A| dimensional unit vector in posi-
tion i. λ ∈ (0, 1) is called decay factor and g is a number called growth. The above expressions
mean that each play, the preference for an action will decrease by a geometric factor of λ and in-
crease additively by g each time a neighbor selects it. In the heuristic algorithm, as plays are made,
an action recorded in the RAL would have the same impact in the action selection until it is not
considered recent. The improved algorithm changes the impact of all recorded actions each play,
making it more a suited method to record actions.

To obtain the probability vector from the preference vector, we use a transform similar to the one
used in Boltzmann exploration:

pb,i,n = efb,i,n−1

Σ
|A|
j=1

(efb,j,n−1)

The numerator was shifted by 1 to ensure that an action preference of 0 would give a probability
of selection of 0. In addition, no temperature parameter was included since the growth from the
preference vector acts as the inverse of the temperature in this transform.

4 Theoretical Results

In this section, we prove that if we are allowed to vary the parameters in the improved algorithm as
the bandits make their selections, then the algorithm will converge to the optimal action.

We will first show that for any fixed temperature, growth, decay, and probability of copying, a bandit
b is guaranteed to explore all actions an infinite amount of times. Put formally, ∀τ, g > 0, ∀λ, α ∈
(0; 1), ∀i ∈ A,Pr(limn→∞ kb,i,n =∞) = 1
Proof. Consider the random variables vb,i,n and v∗i . We have:

V ar[v∗i ] = 1, E[v∗i ] = 0, and

V ar[vb,i,n|v∗i ] = 1
kb,i,n

, E[vb,i,n|v∗i ] = v∗i

Using Chebyshev’s inequality, we get

Pr(|vb,i,n − v∗i | ≥
c

kb,i,n
) ≤ 1

c2
∀n ≥ |A|.

Pr(|v∗i | ≥
α
2

) ≤ 4
γ2 .

Let c =
γ∗kb,i,n

2
. Thus,
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Pr(|vb,i,n − v∗i | ≥
γ
2
) ≤ ( 2

γ∗kb,i,n
)2 ≤ 4

γ2 since kb,i,n ≥ 1

⇒ Pr(vb,i,n ≥ γ
2

+ v∗i ) ≤
2
γ2 and Pr(vi,n ≤ v∗i −

γ
2
) ≤ 2

γ2 for positive γ.

Without loss of generality, assume vb,1,n < vb,i,n∀i ∈ A
Pr((v∗1 > −

γ
2
) ∩ (vb,1,n > −γ2 + v∗1) ∩ (v∗i <

γ
2

for i ∈ A) ∩ (vb,i,n <
γ
2

+ v∗i for
i ∈ A)) > (1− 2

γ2 )2∗|A| for γ > 0

Let pb,i,n be the probability of selecting action i on playn if the bandit decides to act independently,
and cb,i,n - if the bandit decides to copy. Let p∗b,i,n be the probability of selecting action i on play
n.

Pr(pb,1,n > e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ ) > (1− 2
γ2 )2∗|A|

So ∀τ > 0, n ≥ |A|, i ∈ A:

Pr(pb,i,n ≤ e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ ) ≤ 1− (1− 2
γ2 )2∗|A|

We will now show that p∗b,i,n is bounded from below. Since p∗b,n = (1− α) ∗ pb,n + α ∗ cb,n,
we have p∗b,i,n ≥ (1− α) ∗ pb,i,n

⇒ Pr(p∗b,i,n ≤ (1− α) ∗ e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ ) ≤ 1− (1− 2
γ2 )2∗|A|

⇒ Pr(p∗b,i,n > (1 − α) ∗ e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ ) > (1 − 2
γ2 )2∗|A| > 0 for

γ >
√

2

Note that in the way inequality is set up, the events
(p∗b,i,n > (1− α) ∗ e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ )∞n=1 are independent. So for any i, we
have

Σ∞n=1(Pr(p∗b,i,n > (1−α)∗e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ )) > Σ∞n=1(1− 2
γ2 )2∗|A| =

∞
By the second Borel-Cantelli lemma,

Pr(lim supn→∞(p∗b,i,n > (1− α) ∗ e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ )) = 1

⇒ Pr(|{n : p∗b,i,n > (1− α) ∗ e−γ/τe−γ/τ + (|A| − 1) ∗ eγ/τ}| =∞) = 1

Now consider Pr(kb,i,n+1 = 1 + kb,i,n) = p∗b,i,n. Since we have just shown that
Σ∞n=1p

∗
b,i,n = ∞, we can once again apply the second Borel-Cantelli lemma to get that

Pr(|{n : kb,i,n+1 = 1 + kb,i,n}| =∞) = 1
In other words, ∀i, limn→∞ kb,i,n =∞, which is what we wanted to show.

Using our previous result and the law of large numbers, we know that ∀ε, δ, τ > 0, ∃N(ε, δ, τ )
s.t. Pr(∃i such that |vb,i,N − v∗i | ≥ ε) ≤ δ under the proposed algorithm. Then the algorithm
converges to the correct action i∗. In other words, ∀ε, δ > 0, ∃N∗ such that ∀n ≥ N∗,Pr(1−
p∗b,i∗,n ≥ ε) ≤ δ.

Proof. Let ε, δ and τ be given. We will first compute the probability that ∀i 6= i∗, v∗i∗ − v∗i > γ
for γ > 0.

For a single i, Pr(v∗i ∈ [v∗i∗ − γ; v∗i∗ ]) ≤ Pr(v∗i ∈ [−0.5 ∗ γ; 0.5 ∗ γ]) := P (γ)

Pr(∀i 6= i∗, v∗i∗ − v∗i > γ) ≥ (1− P (γ))(|A|−1)

Now let γ be small enough such that P (γ) ≤ 1− |A|−1
√

(1− δ1− 0.5 ∗ δ).
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LetN = N(γ
2
, δ

2
, τ ) Then Pr(∃i such that |vb,i,N − v∗i | ≥

γ
2
) ≤ δ

2

⇒ Pr(∀i, |vb,i,N − v∗i | ≤
γ
2
) ≥ 1− δ

2

⇒ Pr(∀i 6= i∗, v∗i∗−v∗i > γ and Pr(∀i, |vb,i,N−v∗i | ≤
γ
2
) ≥ (1−P (γ))(|A|−1)∗(1− δ

2
)

{ v ∗i∗ − v∗i > γ
vb,i∗,N > v∗i∗ − γ/2
vb,i,N < v∗i + γ/2

⇒ vb,i∗,N − vb,i,N > v∗i∗ − v∗i − γ > 0

⇒ vb,i∗,N > vb,i,N ∀i 6= i∗ with confidence (1− P (γ))|A|−1 ∗ (1− δ
2
) > 1− δ

Pr(∃i s.t. vb,i∗,N < vb,i,N) < δ

This means that if set τ and α to 0 on play N, we get Pr(pb,i∗ 6= 1) < δ ∀n ≥ N
⇒ Pr(pb,i∗ 6= 1) < δ ∀n ≥ N , which is what we wanted to show.

5 Experimental Results

For experimental results, we set |A| = 10, generate v∗i using a normal distribution of mean 0 and
variance 1, and generate rewards using a normal distribution with the given mean and variance 1.
τ was set to 0.1 and λ was set to 0.9. For the heuristic, tests were done for various values of α.
For the second algorithm, tests for various values of g and α were conducted. All bandits had the
same parameters, and the average regret of all of the bandits in a given graph after 600 plays was
recorded.

5.1 Simple Graphs

Here, we compare the performance of the two algorithms on simple graphs. The results shown are
averages over 15000 trials for the graphs with 2 nodes and 10000 trials for the other graphs. The

Figure 1: Cumulative regret over plays done of the single bandit and the two algorithms (left).
Average regret after 600 plays of the two algorithms on various graphs, with optimal parameters
(right)

results in figure 1 show that both algorithms for bandits in a network had a much better performance
than the single bandit. In addition, the improved algorithm slightly outperforms the heuristic algo-
rithm for the smaller graphs, but that difference becomes more pronounced as the graphs get larger.
Next, we look at how the optimal g and α change depending on the graph types.

As one would expect, figure 2 shows that as the average vertex degree of a graph increases, the
average regret decreases. The left panel shows that as the graphs get larger, the bandits get more
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Figure 2: Best α vs. best average regret given by the second algorithm for various graphs (left) and
best g vs. best average regret given by the second algorithm for various graphs (right)

inclined to copy their neighbors. Intuitively, this makes sense, as the information obtained in bigger
graphs from copying is much more reliable than that of the smaller graphs. The right panel shows
that as the average vertex degree increases, the optimal growth decreases. However, there does not
appear to be a clear relation between the average vertex degree and optimal growth. Also, it is
interesting, the cycles demonstrate a pattern where an increasing number of vertices, rather than an
increasing average vertex degree, leads to a decreased regret. To confirm whether the size of the
graph has an effect on the final regret, we tested the algorithm on graphs of 10, 14, and 20 nodes,
where each node had a degree of 9.

Figure 3: Best average regret vs. number of nodes, with standard error

Figure 3 confirms that the size of the graph has an effect on its average regret. Indeed, by keeping the
average degree constant and increasing the number of nodes in the graph, the average performance
of each bandit improves.

5.2 Large Graphs

We then tested the second algorithm on small-world and scale-free networks of 100 nodes. All of
the results were averaged over 5000 trials. The small-world graphs were generated using the Watts-
Strogatz model [2], setting N = 100, K = 20, and testing for p = 0, p = 0.05, and p = 0.1.
Figure 4 (left) shows the best performance of the algorithm, with standard error.
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Figure 4: Best average regret for small-world networks (left) and scale-free networks (right)

The small-world property does not seem to have an effect on the final average regret of the graphs,
since all three results are without each others’ standard error.

The scale-free network was generated using the Barabasi-Albert model [2]. The initial graph was
a complete graph with 3 nodes and 97 nodes were added. We tested the algorithm for m=2 and
m=3 attachments per new node. Since scale-free networks can have a much greater variance than
small-world networks, the graphs for m=2 and m=3 were generated and tested on twice. Figure 9
shows how a scale-free network with 2 attachments per node looks like and Figure 4 (right) shows
the performance of the algorithm.

Although there was some variance between the scale-free networks with the same number of at-
tachments, the ones with m=3 definately performed better than the ones with m=2. Overall, the
scale-free networks perform worse than the small world networks, due to having a lower average
vertex degree but better than the 10-complete graph since the scale-free network is made of 100
nodes.

6 Discussion

Overall, both algorithm have significantly outperformed the single bandit. In addition, the second al-
gorithm behaved mostly how it was expected to behave: bigger graphs performed better than smaller
graphs, and bigger graphs copied each other more frequently than smaller graphs. Unfortunately,
no relation between the graph and optimal growth could be found. The two main factors that con-
tributed to the final average regret of the graphs were their average degree, which was expected, and
how many nodes they had. The results show great potential for learning agents copying from their
”peers”.
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