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Abstract

Decentralized POMDPs (Dec-POMDPs) are rich models for multiagent decision
making under uncertainty, but generating high-quality solutions is difficult. Re-
cent work has shown that Expectation maximization (EM) is an efficient algo-
rithm for learning finite-state controllers (FSCs) in large decentralized POMDPs
(Dec-POMDPs). However, current methods use fixed-size FSCs and often con-
verge to maxima that are far from the optimal value. A recent work decentralized
stick-breaking policy representation (Dec-SBPR) [16] addresses this problem by
representing the local policy of each agent using variable-sized FSCs that are con-
structed using a nonparametric prior, stick-breaking processes. This approach
infers controllers with a variational Bayesian algorithm without having to assume
that the Dec-POMDP model is available. In this paper, we provide additional
theoretical analysis to establish the relation between exploration rates and policy
value, and provide additional experimental results demonstrating the scalability of
the proposed method.

1 Introduction
Decentralized partially observable Markov decision processes (Dec-POMDPs) [3, 20] provide a
general framework for solving the cooperative multiagent sequential decision-making problems that
arise in numerous applications, including robotic soccer [19], transportation [4], extraplanetary ex-
ploration [8], search and rescue [15], and traffic control [22]. Dec-POMDPs can be viewed as a
POMDP controlled by multiple distributed agents. These agents make decisions based on their
own local streams of information (i.e., observations), and their joint actions control the global state
dynamics and the expected reward of the team. Because of the decentralized decision-making, an in-
dividual agent generally does not have enough information to compute the global belief state, which
is a sufficient statistic for decision making in POMDPs. This makes generating an optimal solution
in a Dec-POMDP more difficult than for a POMDP [7], especially for long planning horizons.

To circumvent the difficulty of solving long-horizon Dec-POMDPs optimally, while still generating
a high quality policy, significant progress has been made with agent policies represented as finite-
state controllers (FSCs) that map observation histories to actions [6, 2]. Recent work has shown that
expectation-maximization (EM) [10] is a scalable method for generating controllers for large Dec-
POMDPs [13, 21, 14]. In addition, EM has also been shown to be an efficient algorithm for policy-
based reinforcement learning (RL) in Dec-POMDPs, where agents learn FSCs based on trajectories,
without knowing or learning the Dec-POMDP model [22].

An important question overlooked by previous methods is how to define an appropriate number
of nodes in each FSC. Previous work assume a fixed FSC size for each agent, but the number of
nodes affects both the quality of the policies and the convergence rate. Recently, Liu et al. [16] use
a Bayesian nonparametric approach to determine the appropriate controller size in a variable-size
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FSC, and achieved state-of-the art results for policy-based methods. Following previous methods
[22, 20], learning is accomplished offline based on all available information, but the optimization
is only over decentralized (factorized) solutions. Such a controller is constructed using the stick-
breaking (SB) prior [12]. The SB prior allows the number of nodes to be varied, but the set of nodes
that is actively used by the controller is encouraged to be compact. The nodes that are actually
used are determined by the posterior, combining the SB prior and the information from trajectory
data. The framework is called the decentralized stick-breaking policy representation (Dec-SBPR) to
recognize the role of the SB prior.

Dec-SBPRs [16] have achieved success in determining an appropriate number of nodes in each FSC,
hence addresses a model selection problem in DecPOMDPs. Yet another important issue concerning
the tradeoff between exploration and exploitation (EE) for reinforcement learning in DecPOMDPs
remains largely open. In this paper, we further investigate the EE issue in a sequential batch learning
setting when using Dec-SBPRs. We provide additional experimental results to demonstrate that the
proposed method is capable of maintaining the balance between exploration and exploitation and
solving large scale problems.

2 Background
2.1 Decentralized POMDPs and FSCs

A Dec-POMDP can be represented as a tuple M = 〈N ,A,S,O, T ,Ω,R, γ〉, where N =
{1, · · · , N} is a finite set of agent indices; A = ⊗nAn and O = ⊗nOn respectively are sets of
joint actions and observations, with An and On available to agent n. At each step, a joint action
~a = (a1, · · · , aN ) ∈ A is selected and a joint observation ~o = (o1, · · · , oN ) is received; S is a
set of finite world states; T : S × A × S → [0, 1] is the state transition function with T (s′|s,~a)
denoting the probability of transitioning to s′ after taking joint action ~a in s; Ω : S×A×O → [0, 1]
is the observation function with Ω(~o|s′,~a) the probability of observing ~o after taking joint action ~a
and arriving in state s′; R : S × A → R is the reward function with r(s,~a) the immediate reward
received after taking joint action ~a in s; γ ∈ [0, 1) is a discount factor. A global reward signal is
generated for the team of agents after joint actions are taken, but each agent only observes its local
observation. Because each agent lacks access to other agents’ observations, each agent maintains
a local policy πn, defined as a mapping from local observation histories to actions. A joint policy
consists of the local policies of all agents. For an infinite-horizon Dec-POMDP with initial belief
state b0, the objective is to find a joint policy Ψ = ⊗nΨn, such that the value of Ψ starting from b0,
V Ψ(b(s0)) = E

[∑∞
t=0 γ

tr(st,~at)|b0,Ψ
]
, is maximized.

In a DEC-POMDP, while each agent does not have enough information to compute the global belief
state, it may represent a policy as some mapping from histories to actions. A (stochastic) FSC is
a compact way to accomplish this. Formally, the stochastic FSC for agent n is defined as Θn =
〈An,On,Zn,Wn, µn, πn〉, where, An and On are the same as defined in the DEC-POMDP; Zn is
a finite set of nodes, Wn is a set of Markov transition matrices with W z,z′

n,a,o denoting the probability
of agent n transiting from z to z′ when taking action a in z results in observation o; µn is the initial
node distribution with µzn the probability of agent n initially being in z; πn is a set of stochastic
policies with πan,z the probability of agent n taking action a in z.

Given hn,t = {an,0:t−1, on,1:t}, a local history of actions and observations up to t, agent
n chooses its action an,t according to p(an,t|hn,t,Θn) = p(an,t|an,0:t−1, on,1:t,Θn) =
p(an,0:t|on,1:t,Θn)/p(an,0:t−1|on,1:t,Θn) = p(an,0:t|on,1:t,Θn)/p(an,0:t−1|on,1:t−1,Θn)1,
where p(an,0:t|on,1:t,Θn) is a marginal distribution of p(an,0:t, zn,0:t|on,1:t,Θn) =

µ
zn,0
n π

an,0
n,zn,0

∏t
τ=1W

zn,τ−1,zn,τ
n,an,τ ,on,τ π

an,τ
n,zn,τ , obtained by integrating out the controller nodes zn,0:t.

2.2 Planning as Inference in Dec-POMDPs

A Dec-POMDP planning problem can be transformed into an inference problem and then efficiently
solved by EM algorithms. The validity of this method is based on the fact that by introducing binary

1 p(an,0:t−1|on,1:t,Θ)=
∑|An|
an,t=1

∑|Zn|
zn,0,zn,t=1 p(an,0:t, zn,0:t|on,1:t,Θ)=

∑|Zn|
zn,0,zn,t−1=1

[
µ
zn,0
n π

an,0
n,zn,0

×
∏t−1
τ=1W

zn,τ−1,zn,τ
n,an,τ ,on,τ π

an,τ
n,zn,τ

]
×
∑|An|
an,t=1

∑|Zn|
zn,t=1W

zn,t−1,zn,t
n,an,t,on,t π

an,t
n,zn,t︸ ︷︷ ︸

=1

= p(an,0:t−1|on,1:t−1,Θn)

2



rewards R such that P (R = 1|a, s) ∝ r(a, s),∀a ∈ A, s ∈ S and choosing the geometric time
prior p(T ) = γT (1− γ), maximizing the likelihood L(Θ) = P (R = 1; Θ) =

∑∞
T=0 P (T )P (R =

1|T ; Θ) of a mixture of dynamic Bayes nets is equivalent to optimizing the associated Dec-POMDP
policy, as the joint-policy value V (Θ) and L(Θ) can be related through an affine transform [13]

L(Θ)=(1− γ)(V (Θ)−
∑
Tγ
TRmin)/(Rmax −Rmin)=(1− γ)V̂ (Θ)/(Rmax −Rmin), (1)

where V̂ (Θ)
def
= V (Θ)−

∑
T γ

TRmin is a shifted value.

Previous EM methods [13, 21] have achieved success in scaling to larger problems by factoring the
distribution over states and histories for inference, but these methods require using a Dec-POMDP
model to construct a Bayes net for policy evaluation. When the exact model parameters T , Ω and
R are unknown, one needs to solve an RL problem. To this end, a global empirical value function,
is constructed based on all the action, observation and reward trajectories, and the product of local
policies of all agents. This serves as the basis for learning (fixed-size) FSCs in RL settings.

Definition 1. (Global empirical value function) Let D(K) = {(~o k0 ~a k0 rk0~o k1 ~a k1 rk1 · · ·~o kTk~a
k
Tk

rkTk)}Kk=1 be a set of episodes resulting fromN agents who choose actions according to Ψ = ⊗nΨn,
a set of stochastic behavior policies with pΨn(a|h) > 0, ∀ action a, ∀ history h. The global empir-

ical value function is defined as V̂
(
D(K); Θ

) def
=
∑K
k=1

∑Tk
t=0

γtrkt
K

∏t
τ=0

∏N
n=1 p(a

k
n,τ |h

k
n,τ ,Θn)∏t

τ=0

∏N
n=1 p

Ψn (akn,τ |hkn,τ )
where

rkt > 0, h kn,t = (akn,0:t−1, o
k
n,1:t), 0 ≤ γ < 1 is the discount.

Essentially, definition 1 offers an off-policy learning objective: given data D(K) generated from a
set of behavior policies Ψ, find a set of parameters Θ such that V̂

(
D(K);Θ

)
is maximized. Here, we

assume factorized policy representation p(~akτ |~hkτ ,Θ) =
∏|N |
n=1 p(a

k
n,τ |hkn,τ ,Θn) to accommodate

decentralized policy execution.

3 Bayesian Learning of FSCs

EM algorithms infer policies based on fixed-size representation and observed data only, it is difficult
to explicitly handle model uncertainty and encode prior (or expert) knowledge. To address these is-
sues, a Bayesian learning method can be adopted. This is accomplished by measuring the likelihood
of Θ using L

(
D(K); Θ

)
, which is combined with the prior p(Θ) in Bayes’ rule to yield the posterior

p(Θ|D(K)) = L
(
D(K); Θ

)
p(Θ)

[
p
(
D(K)

)]−1
, (2)

where p
(
D(K)

)
is the marginal likelihood of the joint FSC and proportional to the marginal value

function, V̂
(
D(K)

)def
=
∫
V̂
(
D(K); Θ

)
p(Θ)dΘ ∝

∫
L
(
D(K); Θ

)
p(Θ)dΘ = p

(
D(K)

)
.

To obtain the variable-size FSCs, the stick-breaking prior is used to specify the policy’s structure.
As such, Dec-SBPR is formally given in definition 2.
Definition 2. The decentralized stick breaking policy representation (DEC-SBPR) is a tuple
(N ,A,O,Z,Σ,Λ, ρ), where N ,A and O are as in the definition of DEC-POMDP; Z is an un-
bounded set of nodes indexed by positive integers; (Σ,Λ, ρ) determine (W,µ, π), the FSC parame-
ters defined in Section 2.1, as follows

W i,1:∞
n,a,o ∼SB(σi,1:∞

n,a,o ,Σ
i,1:∞
n,a,o ), µ1:∞

n ∼SB(λ1:∞
n ,Λ1:∞

n ), π
1:|An|
n,i ∼ Dir(ρ

1:|An|
n,i ) (3)

where SB represents the stick-breaking process with W i,j
n,a,o = V i,jn,a,o

∏j−1
m=1(1 − V i,mn,a,o) and

V i,jn,a,o ∼ Beta(σi,jn,a,o,Σ
i,j
n,a,o), and µin = U in

∏i−1
m=1(1 − Umn ) and U in ∼ Beta(λin,Λ

i
n),Σi,jn,a,o ∼

Gamma(c, d),Λi,jn ∼ Gamma(e, f), n = 1, · · · , N and i, j = 1, · · · ,∞.

There are several ways to approximate the posterior, p(Θ|D(K)), among which the variational Bayes
(VB) method [5] has a (local) convergence guarantee and is able to trade-off scalability and accuracy
and is adopted by [16]. Specifically, The VB method [5] performs approximate posterior inference
by minimizing the Kullback-Leibler (KL) divergence between the true and approximate posterior
distributions. Denoting q(Θ) as the variational approximation to p(Θ|D(K)), and qkt (~z k0:t) as the
approximation to p(~z k0:t|~o k1:t,Θ), a VB objective function is
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KL
({
qkt (~z k0:t)q(Θ)

}
k=1:K

||
{
ν kt p(~z

k
0:t,Θ)

}
k=1:K

)
= lnV̂

(
D(K)

)
− LB

({
qkt (~z k0:t)

}
, q(Θ)

)
, (4)

where LB
({
qkt (~z k0:t)

}
, q(Θ)

)
is the lower bound of lnV̂

(
D(K)

)
, and ν kt

def
=

γtrkt
∏N
n=1 p(a

k
n,0:t|okn,1:t)/

[∏N
n=1

∏t
τ=0 p

Ψn(akn,τ |hkn,τ )V̂ (D(K))
]
,∀ t, k is the re-weighted

reward. Since lnV̂
(
D(K)

)
in equation (4) is independent of Θ and {qkt (~z k0:t)}, minimizing the

KL divergence is equivalent to maximizing the lower bound, leading to the following constrained
optimization problem,

max{
qkt

(
~z k0:t

)}
q(Θ)

LB
({
qkt (~z k0:t)

}
, q(Θ)

)
subject to: qkt (~z k0:t,Θ) =

∏N
n=1 q

k
t (z kn,0:t)q(Θn),

K∑
k=1

Tk∑
t=0

|Z|∑
z k1:N,0:t=1

qkt (~z k0:t) = K, qkt (~z k0:t) ≥ 0,∀~z kt , t, k,∫
p(Θ)dΘ = 1 and p(Θ) ≥ 0,∀Θ, (5)

where the constraint in the second line arises from both the mean-field approximation and the fac-
torized policy representation (for accommodating decentralized execution), and the last two lines
summarize the normalization constraints. It is worth emphasizing that variational mean-field ap-
proximation is equivalent to a factorized policy representation, showing that the VB learning prob-
lem (5) is both a general and accurate formulation for the multiagent problem considered in this
paper. Algorithm 1 summarizes the main steps for inferring variable-sized FSCs. The computation
details can be found in [16].

4 Tradeoff between Exploration and Exploitation

Algorithm 1 Batch VB Inference for DEC-SBPR

1: Input: Episodes D(K) and the number of agents N ,
2: while ∆LB < ε do
3: for k = 1 to K, n = 1 to N do
4: Compute the variational node sequence distri-

bution qkt (zkn,0:t)
5: end for
6: Compute variational Lower bound LB
7: for n = 1 to N do
8: Update the hyper-parameters of Θn

9: Compute |Zn|
10: end for
11: end while
12: Return: Parameters of the posterior distributions of
{Θn}Nn=1, and controller sizes {|Zn|}Nn=1.

An important issue concerns keeping a
proper balance between exploration and ex-
ploitation to prevent premature convergence
to a suboptimal policy, but allow the algo-
rithm to learn quickly. Since the execution
of Dec-POMDP policies is decentralized, it
is difficult to design an efficient exploration
strategy that guarantees optimality. To bet-
ter accommodate our Bayesian policy learn-
ing framework for RL in infinite-horizon
Dec-POMDPs, we define an auxiliary FSC,
Ωn = 〈Y,On,Zn,Wn, µn, ϕn〉, to repre-
sent the policy of each agent in balancing
exploration and exploitation. To avoid con-
fusion, we refer to Θn as a primary FSC. The

only two components distinguishing Ωn from Θn are Y and ϕn, where Y = {0, 1} encodes explo-
ration (y = 1) or exploitation (y = 0), and ϕn = {ϕn,zy } with ϕn,zy denoting the probability of agent
n choosing y in z. We define ϕn,z0 as a random draw from a beta distribution, Beta(vn,z0 , u), and
ϕn,z1 = 1− ϕn,z0 , where u is kept as a sufficiently large constant, and vn,z0 is updated as

vn,z0 =
∑K
k=1

∑Tk
t=0 ν

k
t

∑t
τ=0q

n,k
t,τ (z). (6)

One can express p(yn,t|hn,t,Ωn) in the same way as one expresses p(an,t|hn,t,Θn) (which is de-
scribed in section 2.1). The behavior policy Ψn of agent n is given as

pΨn(a|h) =
∑
y=0,1 p(a|y, h)p(y|h,Ωn), (7)

where p(a|y = 0, h) ≡ p(a|h,Θn) is the primary FSC policy, and p(a|y = 1, h) is the exploration
policy of agent n, which is usually a uniform distribution.

The behavior policy in (7) has achieved significant success in the single-agent case [9, 17, 18]. Here
we extend it to the multi-agent case and provide empirical evaluation in the next section.
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Table 1: Performance of Dec-SBPR on benchmark problems compared to other state-of-art algorithms. Shows
policy values (higher value indicates better performance) and CPU times of all algorithms, and the average
controller size |Z| inferred by Dec-SBPR.

POLICY LEARNING (UNKNOWN MODEL) PLANNING (KNOWN MODEL)

PROBLEMS (|S|, |A|, |O|) DEC-SBPR(FIXED ITERATION) DEC-SBPR(FIXED TIME) MCEM PERIEM FB-HSVI
VALUE |Z| TIME VALUE |Z| TIME VALUE |Z| TIME VALUE |Z| TIME VALUE |Z| TIME

DEC-TIGER (2, 3, 3) -18.63 6 96S -19.42 8 20S -32.31 3 20S 9.42 7× 10 6540S 13.45 52 6.0S
BROADCAST (4, 2, 5) 9.20 2 7S 9.27 2 24S 9.15 3 24S – 9.27 102 19.8S
RECYCLING ROBOTS (3, 3, 2) 31.26 3 147S 25.16 2 19S 30.78 3 19S 31.80 6× 10 272S 31.93 108 0S
BOX PUSHING (100, 4, 5) 77.65 14 290S 58.27 9 32S 59.95 3 32S 106.68 4× 10 7164S 224.43 331 1715.1S
MARS ROVERS (256, 6, 8) 20.62 5 1286S 15.2 6 160S 8.16 3 160S 18.13 3× 10 7132S 26.94 136 74.31S

Figure 1: Plots for illustrating exploration-exploitation tradeoff, including testing value (left), inferred con-
troller numbers (middle) and exploration rate (right). In each iteration, a batch of samples are collected with
updated behavior policies and are used to learn a set new policies with Algorithm 1.

4.1 Theoretical Analysis of the Relation between Exploration and Optimality

LetM denote the true model of the DEC-POMDP. Then

V (M; Θ) =
∑∞
t=0

∑
~a0:t,~o1:t,rt

γtrt p(~a0:t, ~o1:t, rt|Θ,M), (8)

is the true value function of Θ, where rt = 0, ∀ t > T , for an episode of length T . Denote by
Rmax the maximum immediate reward. The relation between exploration rate and policy optimality
is summarized in Theorem 3.
Theorem 3. Let Θ∗ be the optimal joint FSC for the underlying Dec-POMDP. Let Θ be the joint
FSC learned from D(K), and ϕ be constructed as in Section 4, u ≥ umin, and {vn,z0 } be updated as
in (6). For any ε ≥ 0, if V (M; Θ) < V (M; Θ∗)− ε, then

Pe = 1− p(~y0:∞ = 0|σ,Θ) > (1− γ)ε/Rmax. (9)

where Pe denotes the probability of at least one agent choosing exploration, and ~y0:t = 0 is a
shorthand for “yn,τ = 0, ∀ τ ∈ [0, t], ∀n ∈ N”.

Theorem 3 shows that, when the value of the joint FSC is ε away from the optimal value, then, with
probability of at least (1−γ)ε/Rmax, at least one agent will perform exploration. Conversely, when
all agents perform exploitation with probability of at least 1 − (1 − γ)ε/Rmax = (Rmax − ε +
γε)/Rmax, the value of the joint FSC is guaranteed to be ε close to the optimal value.

5 Experiments

We evaluate the performance of the proposed algorithms on five benchmark problems [1] and a
large-scale problem (traffic control) [22]. For all results reported here, we have followed the same
experimental procedure as used in [22]. Specifically, our algorithm perform sequential batch learn-
ing with the proposed exploration exploitation trade-offs. The results for the Broadcast domain are
used to illustrate the learning process and are plotted in Figure 1(the plots for four other domains
are similar, hence omitted to save space). For each iteration in Figure 1, a batch of samples (50
trajectories) are collected with updated behavior policies. Then we treat the old policy as a prior
and run Algorithm 1 to obtain an updated policy. This process repeats until a termination condition
is satisfied. To investigate the impact of exploration parameter, we choose two values u = 100
and u = 200 to report the results. From Figure 1 we can see, when u = 100, the exploration
rate decreases faster, and the policy value converges relative faster (to a local optimal), whereas the
case corresponding to u = 200, starts with a lower value and spends more time on exploration (as
can be seen in the exploration rate and number of states explored), but it eventually achieve higher
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Figure 2: An illustration of the traffic control problem with 1020 states and 100 agents (left); the test reward
(middle) and inferred controller size (right) of DEC-SBPR, as a function of algorithmic iteration.
value. This results indicates the parameters u achieves an effective role of balancing exploration and
exploitation tradeoff.

Performance on benchmarks The performance of Dec-SBPR is compared to several state-of-art
methods, including: Monte Carlo EM (MCEM) [22]. Similar to Dec-SBPR, MCEM is a policy-
based RL approach. We apply the exploration-exploitation strategy described in section 4 and fol-
low the same experimental procedure in [22] to report the results. The rewards after running a fixed
number of iterations and a fixed amount of time are summarized (respectively) in Table 1 (the first
column under policy-learning category). Dec-SBPR is shown to achieve better policy values than
MCEM on all problems. These results can be explained by the fact that EM is (more) sensitive to
initialization and (more) prone to local optima. Moreover, by fixing the size of the controllers, the
optimal policy from EM algorithms might be over/under fitted . By using a Bayesian nonparametric
prior, Dec-SBPR learns the policy with variable-size controllers, allowing more flexibility for repre-
senting the optimal policy. We also show the result of Dec-SBPR running the same amount of clock
time as MCEM (Dec-SBPR (fixed time)), which indicates Dec-SBPR can achieve a better trade-off
between policy value and learning time than MCEM.

Finally, Dec-SBPR is compared to Periodic EM (PeriEM) [21] and feature based heuristic search
value iteration (FB-HSVI) [11], two state-of-art planing methods (with known models) for gen-
erating controllers. Because having a Dec-POMDP model allows more accurate value function
calculations than a finite number of trajectories, the value of PeriEM and FB-HSVI are treated as
upper-bounds for the policy-based methods. Our Dec-SBPR approach can sometimes outperform
PeriEM, but produces lower value than FB-HSVI. FB-HSVI is a boundedly-optimal method, show-
ing that Dec-SBPR can produce near optimal solutions in some of these problems and produces
solutions that are much closer to the optimal than previous RL methods.

Scaling up to larger domains To demonstrate the scalability to both large problem sizes and large
numbers of agents, we test our algorithm on a traffic control problem [22]. In this domain, there are
n2 agents controlling the traffic flow at n×n intersections with one agent located at each intersection.
Each agent has 2 actions (aligning horizontally and aligning vertically), and 100 observations which
indicate the number of traffic units waiting in the vertical and horizontal queues. The traffic in one
direction can pass through if all the agents along that direction are aligned. The agents receive one
unit of reward if one traffic unit passes through, and zero reward if the path is blocked. The goal
for this problem is to coordinate the agents to maximize the total reward. Except for MCEM, no
previous DEC-POMDPs algorithms are able to solve problems of such a large size.

Figure 2 show results of this domain with 10 × 10 (100 agents and 1020 states) and 50 × 50 (2500
agents and 10100 states) grids. We can see by using the proposed method, in a few iterations, DEC-
SBPR is able to produce a higher quality policy than MCEM. In addition, the inferred number of
FSC nodes (averaged over all agents) is smaller than the number preselected by MCEM.

6 Conclusions

We have proposed a scalable nonparametric Bayesian policy representation (DEC-SBPR) and an
associated learning framework based on variaitonal inference for generating decentralized policies
in DEC-POMDPs, and provided an exploration-exploitation method that extends the popular ε-
greedy method. Experimental results show DEC-SBPR achieves comparable and better results than
the state-of-art policy-based method, and has the additional benefit of inferring the number of nodes
that is necessary for representing the optimal policy based on given experiences.
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