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Abstract

This paper contributes to theoretically address the problem of learning a Nash
equilibrium in γ-discounted general-sum Markov Games. To do so, a new
(weaker) definition of ε-Nash equilibrium in Markov games is introduced. In the
case of Markov Decision Process, it corresponds to minimizing the difference be-
tween the learned policy value and the optimal value in Lp norm instead of a L∞
norm. Then it is shown that minimizing the norm of two Bellman-like residuals
implies the convergence to such an ε-Nash equilibrium. Finally, we show that
minimizing the empirical norm of the Lp norm of these Bellman-like residuals
allows learning within the batch setting.

1 Introduction

Sequential decision making in a multi-agent system is the focus of several current research. Its
practical field of application is wide, i.e. robotics, human-computer interfaces, load balancing, com-
puter networks etc.. Multi-Agent Reinforcement Learning (MARL) is the framework for learning
in multi-agent systems [Busoniu et al., 2008]. MARL is the extension of standard Reinforcement
Learning (RL) to the multi-agent setting. Markov Games (MG), also named Stochastic Games
(SG), are models extending Markov Decision Process (MDP) used in MARL.

Here we are interested in finding an approximate notion of a Nash equilibrium, namely ε-Nash
equilibrium. Nash equilibrium is a very natural notion of near optimality under the assumption that
players choose their strategy secretly and independently and that they are interested in maximizing
their overall reward. One also has to assume that all players have a perfect knowledge of every one’s
reward and of the dynamic of the game. In this paper we will not assume a perfect knowledge of the
game’s rewards and dynamic. Our knowledge will be limited to a fixed database of observations.
This is known as batch reinforcement learning. Such a scenario is relevant in a wide range of
problems where one is not able to interact with the environment or where interacting is costly.

Batch reinforcement learning considers the problem of finding a near optimal strategy (in some sens)
with a fixed database gathering logs of interactions with the environment. This problem has been ex-
tensively studied in MDPs. Two main approaches cohabit in the literature. The largest family of al-
gorithms (value iteration, policy iteration) repetitively apply a γ-contractant operator [Munos, 2007,
Antos et al., 2008, Lagoudakis and Parr, 2003] starting from an initial value. A second approach
consists in minimizing the optimal Bellman residual [Baird et al., 1995, Piot et al., 2014]. The prob-
lem is also well studied for two-player zero-sum MGs [Patek, 1997, Lagoudakis and Parr, 2002,
Perolat et al., 2015]. However, the study of general-sum MGs is significantly harder than studying
an MDP or a zero-sum two-player MG. The main approach of iterating a Bellman operator doesn’t
seem to stand in general-sum MGs. Furthermore, even in the case of a turn-based general-sum MG
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the Nash equilibrium is not a deterministic strategy unlike in MDPs and turn-based zero-sum two
player MGs [Zinkevich et al., 2006].

Even though a large amount of work exists within the online learning paradigm [Littman, 2001,
Hu and Wellman, 2003, Prasad et al., 2015] or model-based algorithms [Prasad et al., 2015]. The
problem of finding an approximate equilibrium in general-sum MGs with batch data, to our knowl-
edge, is not addressed. We are only aware of [Akchurina, 2009] which considers the exact solution
of an approximation of the game. Moreover, this approach does not allow approximating the strategy
of players in a strategy space which is crucial when considering large games.

In this paper, we consider a novel approach to learning an ε-Nash equilibrium from data. It relies
on the minimization of two Bellman-like residuals and on the definition of a weaker notion of ε-
Nash equilibria. These contributions are structured as follows in the rest of this document: first we
recall the definition of a stochastic game, of a Nash equilibrium and we define a weaker notion of
the ε-Nash equilibrium. Then, we will show that controlling the sum of several Bellman residuals
allows controlling the accuracy of the ε-Nash equilibrium. Finally, we explain why controlling the
empirical norm of those Bellman residuals allows catching the batch scenario.

2 Background

A MG is a tuple < S, ((Ai(s))s∈S)i∈{1,...,N}, (r
i(s, a1, ..., aN ))i∈{1,...,N}, p(s

′|s, a1, ..., aN ), γ >

where S is a finite state space and Ai(s) is the finite set of actions player i has to play in state s.
The dynamics of the game is defined by the transition probability law p(s′|s, a1 ∈ A1(s), ..., aN ∈
AN (s)) from state s to state s′ while players are playing the joint action (a1, ..., aN ). The func-
tion ri(s, a1 ∈ A1(s), ..., aN ∈ AN (s)) is the reward player i will collect when all players are
playing (a1, ..., aN ). The constant γ ∈ [0, 1) is the discount factor. For the sake of simplicity we
will note a = (a1, ..., aN ), a = (ai, a−i), p(s′|s, a1, ..., aN ) = p(s′|s,a) = p(s′|s, ai, a−i) and
ri(s, a1, ..., aN ) = ri(s,a) = ri(s, ai, a−i). For each player, a strategy πi maps to each state a
distribution over the action space Ai(s). The strategy πi(.|s) is such a distribution. We will note
π = (π1, ..., πN ) = (πi, π−i). All actions (resp. strategies) indexed by −i are joint actions (resp.
strategies) of all players except player i. Then we will define the two following stochastic kernels
characterizing the dynamics of the game:

Pπ(s′|s) = Ea∼π[p(s′|s,a)] and Pπ−i(s′|s, ai) = Ea−i∼π−i [p(s
′|s,a)],

and the following two reward functions:

riπ(s) = Ea∼π[ri(s,a)] and riπ−i(s, a
i) = Ea−i∼π−i [r

i(s,a)].

The value function measures the performance of the joint strategy π:

viπ = E[
+∞∑
t=0

γtriπ(st)|s0 = s, st+1 ∼ Pπ(.|st)] = (I − γPπ)−1riπ.

We will write the joint value vπ = (v1
π, ..., v

N
π ) = (viπ, v

−i
π ). Let us now define the four following

Bellman like operators for each player i:

T ia v = ri(s,a) + γ
∑
s′∈S

p(s′|s,a)v(s′),

T iπv = Ea∼π[T ia v],

T iai,π−iv = Ea−i∼π−i [T ia v],

T ∗iπ−iv = max
ai
T iai,π−iv.

The value of the joint strategy viπ is the fixed point of the operator T iπ . The fixed point of operator
T ∗iπ−i is the value of the best response of player i to the opponents’ strategy π−i.
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3 Nash, ε-Nash and Weak ε-Nash Equilibrium

A player plays his best response against his opponent when he is not able to improve his cumulative
reward by changing his strategy. All players play a Nash equilibrium when each of them plays a
best response to the others ([Filar and Vrieze, 2012]). Formally:

Definition 1. In a MG, a strategy π is a Nash equilibrium if:

∀i ∈ {1, ..., N}, viπi,π−i = max
π̃i

viπ̃i,π−i .

An equivalent definition of a Nash equilibrium is ([Akchurina, 2010]):

Definition 2. In a MG, a strategy π is a Nash equilibrium if ∃v such as ∀s ∈ S the joint strategy
π(.|s) =

(
π1(.|s), ..., πN (.|s)

)
is a Nash equilibrium of value v(s) =

(
v1(s), ..., vN (s)

)
of the

N-matrix game (M1
s , ...,M

N
s ) defined by M i

s(a) = ri(s,a) + γ
∑
s′∈S

p(s′|s,a)vi(s′).

This definition can be rewritten in terms of Bellman operators:

Definition 3. In a MG, a strategy π is a Nash equilibrium if ∃v such as ∀i ∈ {1, ..., N}, T iπvi =
vi and T ∗iπ−iv

i = vi.

Proof. Definition 2 and 3 are clearly equivalent. Definition 3 means the value for player i of the joint
strategy π is also the value of player i’s best response. Then, when all strategies of the opponents
are fixed the problem is reduced to an MDP. This concludes the proof.

One can also notice that, in the case of a single player MG (an MDP), a Nash equilibrium is simply
the optimal strategy. An ε-Nash equilibrium is a relaxed notion of optimality. When players play
an ε-Nash equilibrium instead of playing their best response to each others they play a nearly best
response. Formally (from [Filar and Vrieze, 2012]):

Definition 4. In a MG, a strategy π is an ε-Nash equilibrium if:

∀i ∈ {1, ..., N}, viπ + ε ≥ max
π̃i

viπ̃i,π−i ,

which means:
∀i ∈ {1, ..., N}, max

π̃i
viπ̃i,π−i − v

i
π ≤ ε,

and also means: ∥∥∥∥∥
∥∥∥∥max

π̃i
viπ̃i,π−i − v

i
π

∥∥∥∥
s,∞

∥∥∥∥∥
i,∞

≤ ε.

An other interesting fact to notice is that, when considering an MDP, the definition of an ε-Nash
equilibrium reduces to controlling the L+∞-norm between the value of the players’ strategy and
the optimal value. However, it is known that approximate dynamic programming algorithms do not
control a L+∞-norm but rather an Lp-norm. We will define a natural relaxation of the previous
definition of the ε-Nash equilibrium in Lp-norm.

Definition 5. In a MG, a strategy π is a weak ε-Nash equilibrium if:∥∥∥∥∥
∥∥∥∥max

π̃i
viπ̃i,π−i − v

i
π

∥∥∥∥
µ(s),p

∥∥∥∥∥
ρ(i),q

≤ ε.

The notion of weak ε-Nash equilibrium define a nice criterion to evaluate the performance of a
strategy when seeking for a Nash equilibrium. Often, algorithms seeking to converge to a Nash
equilibrium are provided in the literature without any convincing ways to evaluate the final policy.
This definition reduces, in the case of an MDP, to controlling the difference in Lp-norm between the
optimal value and the value of the learned strategy.
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4 Bellman Residual Minimization in Markov Games

From Definition 3, we know that a strategy π is a Nash equilibrium if exists v such as, for any
player i, vi is the value for player i of the joint strategy π (i.e. T iπvi = vi) and vi is the value of
the best response player i can achieve regarding the opponent’s strategy π−i (i.e. T ∗iπ−iv

i = vi).
But what if it exists v such as T ∗iπ−iv

i ≈ vi and T iπvi ≈ vi? We are going to show that if we are
able to control over (v,π) the Lp-norm of the associated Bellman residuals (

∥∥T ∗iπ−ivi − vi∥∥µ,p and∥∥T iπvi − vi∥∥µ,p) then we are able to control
∥∥∥∥∥maxπ̃i vπ̃i,π−i − viπ

∥∥
s,p

∥∥∥
i,p

.

But first let us prove the following lemma:

Lemma 1. let p and p′ be a real numbers such as 1
p + 1

p′ = 1 then,∀v,π and ∀i ∈ {1, ..., N}:∥∥∥viπi∗,π−i − viπi,π−i∥∥∥µ,p
≤ 1

1− γ

(
C∞(µ, ν, πi∗, π

−i)
p′
p + C∞(µ, ν, πi, π−i)

p′
p

) 1
p′
[∥∥T ∗iπ−ivi − vi∥∥pµ,p +

∥∥T iπvi − vi∥∥pµ,p] 1
p

,

where πi∗ is the best response to π−i. Meaning viπi∗,π−i is the fixed point of T ∗iπ−i . And with the

following concentrability coefficient C∞(µ, ν, πi, π−i) =

∥∥∥∥∂µT (1−γ)(I−γPπi,π−i )
−1

∂νT

∥∥∥∥
ν,∞

Proof. The proof uses similar techniques as in [Piot et al., 2014]. First we have:

viπi,π−i − v
i = (I − γPπi,π−i)−1(riπi,π−i − (I − γPπi,π−i)vi),

= (I − γPπi,π−i)−1(T iπi,π−iv
i − vi).

But we also have:

viπi∗,π−i − v
i = (I − γPπi∗,π−i)

−1(T iπi∗,π−iv
i − vi),

then:

viπi∗,π−i − v
i
πi,π−i = viπi∗,π−i − v

i + vi − viπi,π−i ,

= (I − γPπi∗,π−i)
−1(T iπi∗,π−iv

i − vi)− (I − γPπi,π−i)−1(T iπi,π−iv
i − vi),

≤ (I − γPπi∗,π−i)
−1(T ∗iπ−iv

i − vi)− (I − γPπi,π−i)−1(T iπi,π−iv
i − vi),

≤ (I − γPπi∗,π−i)
−1
∣∣T ∗iπ−ivi − vi∣∣+ (I − γPπi,π−i)−1

∣∣∣T iπi,π−ivi − vi∣∣∣ .
Finally:∥∥∥viπi∗,π−i − viπi,π−i∥∥∥µ,p
≤
∥∥(I − γPπi∗,π−i)

−1
∣∣T ∗iπ−ivi − vi∣∣∥∥µ,p +

∥∥∥(I − γPπi,π−i)−1
∣∣∣T iπi,π−ivi − vi∣∣∣∥∥∥

µ,p
,

≤ 1

1− γ

[
C∞(µ, ν, πi∗, π

−i)
1
p

∥∥T ∗iπ−ivi − vi∥∥ν,p + C∞(µ, ν, πi, π−i)
1
p

∥∥T ∗iπ−ivi − vi∥∥ν,p] ,
≤ 1

1− γ

(
C∞(µ, ν, πi∗, π

−i)
p′
p + C∞(µ, ν, πi, π−i)

p′
p

) 1
p′
[∥∥T ∗iπ−ivi − vi∥∥pν,p +

∥∥T iπvi − vi∥∥pν,p] 1
p

.
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Theorem 1. ∀p, p′ positive reals such as 1
p + 1

p′ = 1:∥∥∥∥∥
∥∥∥∥max

π̃i
vπ̃i,π−i − viπ

∥∥∥∥
µ(s),p

∥∥∥∥∥
ρ(i),p

≤ 1

1− γ

[
max

i∈{1,...,N}

(
C∞(µ, ν, πi∗, π

−i)
p′
p + C∞(µ, ν, πi, π−i)

p′
p

) 1
p′

]

×

[
N∑
i=1

ρ(i)
(∥∥T ∗iπ−ivi − vi∥∥pν,p +

∥∥T iπvi − vi∥∥pν,p)
] 1
p

,

≤ 2
1
p′ C∞(µ, ν)

1
p

1− γ

[
N∑
i=1

ρ(i)
(∥∥T ∗iπ−ivi − vi∥∥pν,p +

∥∥T iπvi − vi∥∥pν,p)
] 1
p

,

with C∞(µ, ν) =

(
sup
πi,π−i

C∞(µ, ν, πi, π−i)

)

Proof. The first inequality is proven using lemma 1 and Holder inequality. The second inequality
falls noticing ∀πi, π−i, C∞(µ, ν, πi, π−i) ≤ sup

πi,π−i
C∞(µ, ν, πi, π−i).

We will note fν,ρ,p(π, v) =
N∑
i=1

ρ(i)
(∥∥T ∗iπ−ivi − vi∥∥pν,p +

∥∥T iπvi − vi∥∥pν,p).

Finding a Nash equilibrium is then reduced to a non-convex optimization problem. If we can find a
(π, v) such as fν,ρ,p(π, v) = 0, then the joint strategy π is a Nash equilibrium. But this procedure
implies a search over the joint value function space and the joint strategy space. This might be
intractable in the case of a large MG (representation problem).

If one wants to find a joint strategy π within an approximate strategy space Π then theorem 1 implies
that π, which is such as π, v ∈ argmin

π∈Π, v∈F
fν,ρ,p(π, v) (where F is an approximate joint value space),

is at least a weak ε-Nash equilibrium (with ε = 2
1
p′ C∞(µ,ν)

1−γ fν,ρ,p(π, v)). This is, to our knowledge,
the first approach to solve MGs within an approximate strategy space. Theorem 1 also emphasizes
the necessity of a weakened notion of an ε-Nash equilibrium. In general it is much easier to control
a Lp-norm than a L∞-norm with samples.

5 The Batch Scenario

Let’s define the state-actions value function (the Q-function):

Qiπ(s,a) = T ia viπ,

and two Bellman operators on Q-functions:

BiπQ = ri(s,a) +
∑
s′∈S

p(s′|s,a)Eb∼π[Q(s′,b)]

B∗iπQ = ri(s,a) +
∑
s′∈S

p(s′|s,a) max
bi

[
Eb−i∼π−i [Q(s′, bi, b−i)]

]
A similar expression as the one in theorem 1 will hold. Using the Q-function, we will have to
minimize the following function depending on strategies and values:

f(Q, π) =

N∑
i=1

ρ(i)
(∥∥B∗iπ−iQi −Qi∥∥pν,p +

∥∥BiπQi −Qi∥∥pν,p)
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The batch scenario consists in having a set of k samples (sj , (a
1
j , ..., a

N
j ), (r1

j , ..., r
N
j ), s′j)j∈{1,...,k}

where rij = ri(sj , a
1
j , ..., a

N
j ) and s′j ∼ p(.|sj , a1

j , ..., a
N
j ) meaning we need to know the actions

and rewards of every player. This will result in minimizing an empirical-norm. Related works
give a finite time analysis of the minimization of the Bellman residual in MDPs ([Piot et al., 2014,
Maillard et al., 2010]). The idea will be to minimize the following expression:

fk(Q,π) =

k∑
j=1

N∑
i=1

ρ(i)
(∣∣B∗iπ−iQi(sj ,aj)−Qi(sj ,aj)∣∣p +

∣∣BiπQi(sj ,aj)−Qi(sj ,aj)∣∣p) ,
In the following we will discuss how to estimate

∣∣B∗iπ−iQi(sj ,aj)−Qi(sj ,aj)∣∣p and∣∣BiπQi(sj ,aj)−Qi(sj ,aj)∣∣p.

5.1 Deterministic Dynamic

With a deterministic dynamic, the estimation is straightforward. Here:∣∣B∗iπ−iQi(sj ,aj)−Qi(sj ,aj)∣∣p =
∣∣rij + γEb∼π[Qi(s′j ,b)]−Qi(sj ,aj)

∣∣p ,∣∣BiπQi(sj ,aj)−Qi(sj ,aj)∣∣p =

∣∣∣∣rij + γmax
bi

[
Eb−i∼π−i [Q

i(s′j , b
i, b−i)]

]
−Qi(sj ,aj)

∣∣∣∣p .
5.2 Known Dynamic

In case of a stochastic dynamic, the estimate of section 5.1 is known to be biased. This bias might
be uncontrolled. Then, when the dynamics of the game is known the following estimates might be
used:∣∣B∗iπ−iQi(sj ,aj)−Qi(sj ,aj)∣∣p =

∣∣∣∣∣rij + γ
∑
s′∈S

p(s′|s,aj)Eb∼π[Qi(s′,b)]−Qi(sj ,aj)

∣∣∣∣∣
p

,∣∣BiπQi(sj ,aj)−Qi(sj ,aj)∣∣p =∣∣∣∣∣rij + γ
∑
s′∈S

p(s′|s,aj) max
bi

[
Eb−i∼π−i [Q

i(s′, bi, b−i)]
]
−Qi(sj ,aj)

∣∣∣∣∣
p

.

5.3 Unknown Stochastic Dynamic

The two estimates of section 5.1 are known to be biased in the case of non-deterministic dynamics.
This issue can be addressed by techniques such as resampling the next state s′j when we can sample
from the dynamics. Other methods exist to alleviate this classical problem of the batch scenario in
the case of the minimization of the optimal Bellman residual in MDPs. Some of them are detailed
in [Piot et al., 2014].

6 Conclusion

This paper explores a new way to learn approximate Nash equilibrium in general-sum MGs. First
we introduce a weaker definition of an ε-Nash equilibrium. This definition is reduced, in the case
of an MDP, to controlling the difference with the optimal value in Lp-norm instead of a L∞-norm.
Then we prove that controlling two kinds of Bellman residuals will control the accuracy of the
weak ε-Nash equilibrium found. Finally, we sketch a cost function minimization to compute ε-Nash
equilibrium within the batch scenario. Future work will focus on theory and experiments. First,
the non-deterministic case needs to be studied with more depth. Several ideas seems relevant to
minimize this sum of Bellman residuals such as the CMA-ES algorithm on a parameterized space
of value functions and policies(Fθ,Πθ′).
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